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Abstract

Assessing memorization in LLM code gener-
ation is challenging because code reuse is not
inherently harmful. Correct programs often
share APIs, templates, and algorithmic idioms,
so code similarity alone may reflect benign
reuse rather than problematic memorization.
We focus on the harmful case: a model fails
to adapt when task semantics change and in-
stead produces code that remains highly simi-
lar to the original solution. We propose code
rewriting, an automated semantic perturbation
pipeline that constructs superficially similar but
semantically different variants of existing cod-
ing tasks by modifying a core logic element of
the reference solution and regenerating the cor-
responding prompt. To summarize this behav-
ior, we introduce the Harmful Memorization In-
dex (HMI), an operational diagnostic that com-
bines similarity to the original solution with per-
formance degradation on rewritten tasks. We
use harmful memorization as an operational
behavioral term for this specific failure mode;
HMI does not establish whether an original task
or solution appeared in a model’s training data.
HMI is intended to complement standard ac-
curacy metrics by capturing brittleness under
small semantic changes. Across MBPP+ and
BigCodeBench, we find that: (1) HMI does not
monotonically increase with model scale and
often decreases on simpler tasks; (2) high-HMI
failures are concentrated in specific logic-edit
types, especially constraint changes and data
transformations; (3) supervised fine-tuning im-
proves original-task accuracy but can substan-
tially increase HMI on held-out tasks; and (4)
across the evaluated post-training settings, PPO
yields a more favorable accuracy—HMI trade-
off than SFT.

1 Introduction

Large language models (LLMs) have made rapid
progress in code generation and are increas-

“Equal contribution.

ingly used as practical tools in software develop-
ment (Sourcegraph, 2024; Tabnine, 2024; Team
et al., 2023; Anthropic, 2025; Chen et al., 2021).
Modern code-focused LLMs achieve strong per-
formance on programming benchmarks (Rozicre
et al., 2024; Hui et al., 2024), making benchmark
accuracy an essential measure of code-generation
capability. However, accuracy alone does not re-
veal how a model behaves when a familiar-looking
programming task requires a different solution.

This distinction is important because memoriza-
tion in code generation is not uniformly harmful.
Many correct programs reuse common APIs, boiler-
plate, library conventions, programming idioms, or
canonical algorithmic templates. Penalizing code
similarity alone would therefore mischaracterize
useful knowledge reuse as undesirable memoriza-
tion. The harmful case is more specific: a model
may continue to rely on a familiar solution pattern
even after the task semantics have changed, produc-
ing code that resembles the original solution but
no longer satisfies the new requirement. In this set-
ting, the key question is not whether the generated
code is similar to existing code, but whether such
similarity remains semantically appropriate.

We use the term harmful memorization opera-
tionally to denote the following behavioral failure
mode: a model succeeds on an original task but
fails to adapt to a semantically rewritten variant
while producing code that remains highly similar
to the original solution. This behavioral definition
does not claim that the original task or solution
appeared in the model’s training data. To opera-
tionalize this behavior, we introduce code rewriting,
an automated semantic perturbation pipeline that
constructs near-neighbor coding tasks. Given an
original task and its reference solution, the pipeline
modifies one core logic element of the solution
while preserving much of its surrounding structure,
and then regenerates a corresponding task prompt.
The resulting rewritten task is superficially similar
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Figure 1: Overview of the automated and HMI evaluation pipeline. first changes a
single logic element within the ground-truth solution C while preserving the original function’s structure. It then
generates a new prompt based on . An LLM-as-a-judge verifies that matches and aligns with the
original task’s difficulty. Finally, the candidate model’s output is evaluated using the Harmful Memorization Index
(HMI), which combines the structural and semantic similarity of the model’s answer with its relative performance

drop on the rewritten task.

to the original task but requires different underlying
logic. This controlled setup allows us to ask: when
the surface form remains familiar but the semantics
change, does the model adapt its solution, or does
it regress to the original solution pattern?

We summarize this behavior with the Harmful
Memorization Index (HMI), an operational diag-
nostic that combines two signals: (i) the similarity
between the model’s answer on the rewritten task
and the original reference solution, and (ii) the
relative performance drop from the original task
to the rewritten task. HMI is most informative
when interpreted alongside standard accuracy met-
rics. A model with high original-task accuracy and
low HMI both solves the benchmark and adapts
to semantic rewrites. In contrast, a model with
high original-task accuracy and high HMI may per-
form well on the original benchmark while remain-
ing brittle under small but consequential semantic
changes. Low HMI should not by itself be inter-
preted as strong coding ability, since a model with
low original-task accuracy may simply fail without
reproducing the original solution pattern. More
importantly, HMI is a diagnostic of an observable
behavioral pattern rather than direct evidence of
training-set memorization or its causal origin. High
HMI may also arise from other forms of semantic

adaptation failure, which we discuss in Section 7.

Our evaluation focuses on function-level coding
benchmarks across different difficulty levels, from
simpler problems in MBPP+ (Liu et al., 2023)
to more difficult tasks in BIGCODEBENCH (Zhuo
et al., 2024). This scope enables controlled se-
mantic rewrites and fine-grained attribution of fail-
ures to localized logic changes, such as constraint
changes, data transformations, component swaps,
and logic reversals. Using this setup, we evaluate
multiple model families and post-training strate-
gies. Fine-tuning is not required to compute HMI:
we first apply the diagnostic directly to existing
instruction-tuned and code-focused models. We
then use Supervised Fine-Tuning (SFT) and Proxi-
mal Policy Optimization (PPO) as additional case
studies to analyze how post-training changes the
accuracy—HMI trade-off. Our study shows that
HMI does not monotonically increase with scale,
is concentrated in specific logic-edit types such as
constraint changes and data transformations, and
changes substantially under post-training, with SFT
increasing HMI more than PPO.

In summary, our work makes the following con-
tributions:

* We formulate harmful memorization in code gen-
eration behaviorally as: failure on a semantically



rewritten task under high similarity to the original
solution, rather than similarity alone.

* We propose an automated code-rewriting diag-
nostic that constructs superficially similar but
semantically different variants of existing coding
tasks by modifying localized solution logic.

* We introduce HMI as an operational index
for summarizing this failure mode jointly with
original-task accuracy, similarity, and relative ac-
curacy drop.

* We conduct an empirical study across model
scale, benchmark difficulty, logic-change types,
and post-training strategies, showing when code
models adapt to changed semantics and when
they regress to familiar solution patterns.

2 Related Work

LLMs for Code Generation. Recent LLMs
achieve strong results on code-generation bench-
marks such as BIGCODEBENCH, LiveCodeBench,
and EvalPlus (Zhuo et al., 2024; Jain et al., 2024,
Liu et al., 2023). These benchmarks provide in-
creasingly rigorous tests of functional correctness,
task diversity, and contamination-aware evaluation.
Our work is complementary: rather than replacing
functional correctness evaluation, we use semantic
rewriting to analyze how models behave when tasks
remain familiar but require different solutions.

Memorization and Code Reuse. Prior work
studies memorization in language and code models
through extraction attacks, prefix-to-suffix comple-
tion, clone detection, data contamination analysis,
and overlap with training corpora (Carlini et al.,
2019; Pappu et al., 2024; Duan et al., 2024; Kassem
et al., 2024; Hartmann et al., 2023; Riddell et al.,
2024; Dong et al., 2024; Xie et al., 2024; Lu et al.,
2024; Staab et al., 2023; Zanella-Béguelin et al.,
2020; Chen et al., 2021). These studies show that
models can reproduce or closely resemble seen con-
tent, and several works report that measured mem-
orization can increase with model size (Yang et al.,
2024; Al-Kaswan et al., 2024; Wang et al., 2024).
However, in code generation, similarity is difficult
to interpret: correct programs often share APIs,
boilerplate, library conventions, and canonical al-
gorithmic structures. As a result, similarity-based
memorization measures can conflate harmful rote
reuse with benign code reuse that is necessary for
correct programming.

Recent work has therefore emphasized that mem-
orization should be interpreted through its effect

on downstream behavior rather than through over-
lap alone (Bayat et al., 2024). Closest to our set-
ting, Lai et al. (2022) use semantic perturbations
to probe whether models adapt when reference-
solution semantics change without increasing task
difficulty. Our work follows this behavioral view
but focuses on general-purpose function-level code-
generation benchmarks. We introduce an auto-
mated code-rewriting diagnostic that constructs su-
perficially similar but semantically different task
variants, and we summarize model behavior with
HMI, an operational index combining similarity to
the original solution with performance degradation
on the rewritten task. This allows us to analyze
harmful memorization as failure under high simi-
larity, while separating it from benign reuse where
similar code remains correct.

3 Methodology
3.1 Code Rewriting

To probe this behavioral failure mode, we use code
rewriting to generate problems that are semanti-
cally different from the original tasks while re-
maining superficially similar.

This automated pipeline is shown in Figure 1.
Specifically, we first modify one core logic ele-
ment in the reference solution while preserving the
original function structure. We then generate a new
task description that reflects the altered code while
remaining syntactically similar to the original task.
Formally, let z € X be the original prompt in text
space X and ¢ € C its reference code solution in
code space C'. We apply a rewriting function e that
produces a rewritten solution ¢y, = €(c), where
Crew 18 functionally different from c but shares the
same function signature. The new prompt Z ey iS
then generated from cyey:

Lrew = desc(crew), (1)

Sig(crew) = Sig(0)7 Crew Z C ()

where desc(-) generates a task description from
code and sig(-) extracts the function signature.

Data Validation. We validate rewritten tasks
with three checks. First, GPT-5 (OpenAl, 2025)
verifies prompt—solution consistency and compa-
rable difficulty; this LLM judge is used only
for dataset validation, not for scoring candidate
models. Second, each rewritten solution is exe-
cuted against its corresponding rewritten unit tests
(see Appendix B). Third, four experienced Python



programmers independently reviewed all rewrit-
ten pairs, blind to model outputs, accuracy, and
HMI, for prompt—solution alignment and difficulty
equivalence. Most rewrites were judged similar
in difficulty (91% on MBPP+ and 79% on Big-
CodeBench), while the proportions judged harder
and easier were nearly balanced (4% vs. 5% on
MBPP+, and 11% vs. 10% on BigCodeBench).
Full human-validation statistics and acceptance cri-
teria are provided in Appendix C. Representative
regressed examples are shown in Appendix J.

3.1.1 Harmful Memorization Index

HMI consists of two signals: (i) how similar the
model’s answer for the rewritten task is to the orig-
inal ground-truth solution, and (ii) the extent of
the performance drop from the original task to its
rewritten counterpart.

(i) Similarity For every rewritten task ¢ € Trew,
we measure how closely the model-generated solu-
tion for the rewritten prompt resembles the original
reference solution. We use two complementary,
deterministic similarity measures:

* AST similarity: normalized tree-edit overlap be-
tween abstract syntax trees, capturing structural
resemblance.

* Edit similarity: 1 — %ﬁm over to-
kenized code, capturing surface-form resem-
blance.

Formally, let AST; € [0, 1] denote AST similarity

and let Edit; € [0, 1] denote edit similarity. We

combine them into a unified similarity score:

_AST; + Edit;

Si 5

3

At the corpus level, we define the mean similar-
ity over all rewritten tasks as:

Sim(Trew) = ’7,1| Si, Sim € [0,1]. (4)

1€ Trew

(ii) Relative Accuracy Drop For a task set 7,
Pass@1 is reported as Acc(7). To capture the
performance loss induced by semantic rewriting,
we define

B Ace(Trew)
RADrew — Inax <0, 1-— W) s (5)

RADyew = 0 when rewriting does not hurt accu-
racy and increases when it does; the max (0, -) pre-
vents negative values when the performance on
rewritten tasks happens to be better.

Corpus-Level HMI and Instance-Level iHMI
We formulate the final index in two complementary
ways. Our primary metric, the corpus-level HMI,
is defined as the product of the mean similarity and
the overall relative accuracy drop:

HMI = Sim(Trew) X RADyew, HMI € [0, 1].

(6)

Unlike an additive design, this multiplicative de-
sign makes HMI high only when both diagnostic
conditions hold: (i) the model output for the rewrit-
ten task remains highly similar to the original ref-
erence solution and (ii) performance drops on the
rewritten tasks. HMI is therefore a compact sum-
mary of the conjunction of these two signals rather
than an independent source of evidence. We inter-
pret Sim(71ew), RADrew, and Acc(7Tori) along-
side HMI in our analyses. High similarity with low
RAD is consistent with benign reuse of the original
solution pattern, whereas high RAD with low simi-
larity is more consistent with a generic failure under
rewriting rather than the specific behavioral pattern
targeted by HMI. High values of both similarity
and RAD correspond to the high-similarity rewrite
failure captured by HMI. Moreover, when original-
task accuracy is low, HMI is inherently difficult to
interpret because the model has not demonstrated
sufficient competence on the original tasks.

While corpus-level HMI is convenient for com-
paring models, it combines corpus-level averages.
We therefore also report an instance-level variant,
iHMI, which directly couples similarity and failure
on the same examples:

1

iHMI = ——
‘%assed‘

> (Sk-Dropy), (7

k€7—passed

where Tjassed 18 the set of tasks that the model
solves correctly on the original benchmark, Sy,
is the unified similarity score for example &, and
Drop,, € {0, 1} indicates whether the model fails
on the rewritten task. Conditioning on 7Tj,agseq Te-
flects on regression under semantic rewriting: fail-
ure on a rewritten task is most informative when
the model solved the corresponding original task.

Accounting for low baseline accuracy. Because
RAD,. is normalized by original-task accuracy,
it can be unstable when Acc(75,) is very low. We
therefore treat HMI as meaningful only for model-
benchmark pairs with sufficient original-task com-
petence. In our main comparisons, we report



RAD, ¢y and HMI when Acc(75,i) > 10% and the
model solves at least 50 original tasks. For lower-
competence settings, we still report Acc(7qr;) and
Acc(Trew), but mark RAD,.,, and HMI as “N/A”
to avoid over-interpreting noisy relative drops. We
provide additional justification in Appendix H.

3.2 Post-Training Case Studies

Supervised Fine-Tuning In SFT, coding prob-
lems are used as inputs and reference solutions
as targets. We train models on the training
split and evaluate HMI on the held-out test split.
Since prolonged SFT can improve training-set fit
while potentially reducing robustness to semantic
rewrites, we evaluate multiple checkpoints around
the validation-loss optimum. This allows us to
examine whether additional accuracy gains are ac-
companied by higher HMI.

Reinforcement Learning We also consider
PPO (Schulman et al., 2017) as an alternative post-
training strategy. PPO optimizes a reward based on
functional correctness of generated code while reg-
ularizing updates through a reference policy. We
use the same model architecture for the actor, critic,
and reference models, and select the checkpoint
with the highest validation reward for evaluation.
Comparing PPO with SFT allows us to analyze
whether post-training methods that optimize exe-
cutable correctness induce different accuracy—HMI
trade-offs.

4 Experiment Setup

4.1 Datasets

We conduct our evaluation on two widely-adopted
code generation benchmarks: MBPP+ (Liu et al.,
2023) and BIGCODEBENCH (Zhuo et al., 2024).

Dataset Statistics MBPP+ contains 378 tasks,
and BIGCODEBENCH comprises 1140 tasks. We
use a 4:1 train/test split for fine-tuning. For models
without fine-tuning, we use the complete set of
tasks for evaluation. For SFT and PPO, we train
on the training split and evaluate on the test split!.
Due to the small size of MBPP+ test split (n = 78),
estimates on this split may be noisy, we only use
BIGCODEBENCH to explore the impact of fine-
tuning strategies on HMI.

"For clarity, both SFT and PPO are initialized from the
same base model and trained independently; PPO is not per-
formed on top of an SFT checkpoint.

Code Rewriting We generate one perturbed vari-
ant for each original task. More about the genera-
tion process is given in Appendix G.

4.2 Models

In this paper, we conduct our experiments on Qwen-
2.5 series (Hui et al., 2024), Qwen-2.5-Coder se-
ries (Qwen et al., 2025), Llama-3.1 series (Dubey
et al., 2024) and Llama-4 series (Meta, 2025). For
fine-tuning, we choose Qwen-2.5-7B, and Qwen-
2.5-Coder-7B. All training and inference were con-
ducted on a server equipped with four NVIDIA
A100 GPUs (80GB), with a total computational
budget of approximately 40 GPU hours, using Py-
Torch and HuggingFace Transformers. More train-
ing details can be found at Appendix F.

5 Results

5.1 Main results

Logic Change Type BigCodeBench MBPP+
Component Swap 393 (34.5%) 52 (13.8%)
Data Transformation 385 (33.8%) 58 (15.3%)
Constraint Change 185 (16.2%) 86 (22.8%)
Logic Reversal 50 (4.4%) 68 (18.0%)
Workflow Modification 50 (4.4%) 10 (2.6%)
Constant Swap 37 (3.3%) 36 (9.5%)
Operation Order Swap 20 (1.8%) 12 (3.2%)
Operator Change 18 (1.6%) 36 (9.5%)
Other 2 (0.2%) 20 (5.3%)
Total 1140 (100.0%) 378 (100.0%)

Table 1: Statistics of Code Rewriting logic change types
for BigCodeBench and MBPP+.

HMI does not monotonically increase with
model scale. Figure 2 shows the results for
the Qwen-2.5 family on HMI and iHMI. Across
both Qwen-2.5 Instruct and Qwen-2.5 Coder In-
struct models, scaling is generally associated with
lower RAD,e and hence lower HMI. This sug-
gests that larger models are often better able to
adapt to semantic rewrites, even when their out-
puts remain similar to the original reference solu-
tions. The gains are most pronounced on simpler
tasks (MBPP+) and are less consistent on harder
tasks (BIGCODEBENCH); on BIGCODEBENCH,
non-zero HMI and iHMI are primarily explained
by persistently high RAD,.,, together with rela-
tively stable Sim(7yew ). Notably, as shown by the
Sim(7rew) curves in Figure 2(a) and (b), similarity
to the original reference solution often remains high
or even increases with model size. A similarity-
only analysis would therefore suggest greater reuse
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Figure 2: Scaling trends in HMI across Qwen-2.5 family. The Qwen-2.5 Instruct-0.5B on BIGCODEBENCH is
omitted because its baseline Pass@1 falls below our competence threshold (Appendix H).

HMI on MBPP+
Model Component Swap  Constraint Change  Data Transformation  Logic Reversal All
Qwen-2.5-0.5B-Instruct 0.0212 0.0929 0.0877 0.1119  0.0722
Qwen-2.5-1.5B-Instruct 0.0644 0.0584 0.0592 0.0553  0.0600
Qwen-2.5-3B-Instruct 0.0149 0.0380 0.0224 0.0000 0.0185
Qwen-2.5-7B-Instruct 0.0154 0.0543 0.0284 0.0072  0.0240
Qwen-2.5-14B-Instruct 0.0139 0.0573 0.0172 0.0000 0.0113
Qwen-2.5-32B-Instruct 0.0000 0.0000 0.0000 0.0073  0.0000
Mean + Std 0.02 £0.02 0.05 £ 0.03 0.04 £ 0.03 0.03 + 0.05 —
Qwen-2.5-coder-0.5B-Instruct 0.0195 0.0738 0.0480 0.0483  0.0615
Qwen-2.5-coder-1.5B-Instruct 0.0451 0.0465 0.0752 0.0284  0.0500
Qwen-2.5-coder-3B-Instruct 0.0000 0.0380 0.0406 0.0079  0.0328
Qwen-2.5-coder-7B-Instruct 0.0000 0.0382 0.0622 0.0189 0.0373
Qwen-2.5-coder-14B-Instruct 0.0189 0.0828 0.0372 0.0000 0.0313
Qwen-2.5-coder-32B-Instruct 0.0000 0.0786 0.0433 0.0356  0.0354
Mean + Std 0.01 £0.02 0.06 = 0.02 0.05 £ 0.01 0.02 £ 0.02 —

Table 2: HMI across logic change types for Qwen-2.5 Instruct and Coder variants on MBPP+. HMI highlighted in

red denotes the highest HMI per row.

of the original solution pattern. HMI gives a differ-
ent view: when high similarity is not accompanied
by a large performance drop, it is less indicative
of the targeted high-similarity failure pattern and
more consistent with benign reuse of common code
structure.

HMI declines rapidly on simpler tasks but re-
mains substantial on more difficult ones. On
the introductory-level tasks in MBPP+, HMI de-
creases notably as models scale up. For instance,
Qwen-2.5-Instruct’s HMI falls from Qwen-2.5-
0.5B-Instruct to effectively zero at Qwen-2.5-32B-
Instruct. Conversely, on the more challenging B1G-
CODEBENCH, HMI values remain significant at
Qwen-2.5-32B-Instruct. This discrepancy shows
that while larger models better capture underly-
ing semantics changes, non-zero HMI persists on

challenging tasks, indicating continued brittleness
under semantic rewrites.

Coder models increase solution similarity with-
out substantially increasing HMI. Coder mod-
els yield higher Sim(7;eyw) than their instruction-
only counterparts. For instance, on BIG-
CODEBENCH, the Qwen-2.5-Coder series scores
0.3237+0.0086 compared with 0.2670£0.0268
for the instruction-only variant (mean =+ SD across
six model sizes). However, RAD ¢y remains com-
parable across these variants, translating to only
a slight increase in HMI (0.1367 £ 0.0224 vs.
0.1142+0.0247). This pattern suggests that code-
focused pretraining encourages reuse of familiar
code structures, but this increased similarity does
not necessarily translate into substantially higher
HMI or larger rewrite-induced performance degra-



HMI on BigCodeBench

Model Component Swap  Constraint Change  Data Transformation — Logic Reversal ~ Workflow Modification All
Qwen-2.5-0.5B-Instruct N/A N/A N/A N/A N/A N/A
Qwen-2.5-1.5B-Instruct 0.1316 0.1551 0.1539 0.1698 0.0749  0.1444
Qwen-2.5-3B-Instruct 0.1334 0.1442 0.1399 0.1698 0.1558  0.1403
Qwen-2.5-7B-Instruct 0.1178 0.1355 0.1368 0.2118 0.1035  0.1296
Qwen-2.5-14B-Instruct 0.0685 0.0775 0.0998 0.0932 0.0850 0.0841
Qwen-2.5-32B-Instruct 0.0960 0.1130 0.1217 0.1268 0.1335  0.1143
Mean * Std 0.12 £ 0.03 0.14 £ 0.04 0.14 £ 0.03 0.16 + 0.05 0.12 +0.04 —
Qwen-2.5-coder-0.5B-Instruct 0.1628 0.1302 0.2060 0.0787 0.1203  0.1778
Qwen-2.5-coder-1.5B-Instruct 0.1302 0.2207 0.1650 0.2135 0.1742  0.1630
Qwen-2.5-coder-3B-Instruct 0.1385 0.1813 0.1848 0.2111 0.0841  0.1630
Qwen-2.5-coder-7B-Instruct 0.1321 0.1440 0.1581 0.1947 0.1590 0.1477
Qwen-2.5-coder-14B-Instruct 0.1192 0.1110 0.1336 0.0956 0.1353  0.1237
Qwen-2.5-coder-32B-Instruct 0.1029 0.1242 0.1276 0.1191 0.1279  0.1178
Mean + Std 0.13 £0.02 0.15+0.04 0.16 £ 0.03 0.15 + 0.06 0.13 £ 0.03 —

Table 3: HMI across logic change types for Qwen-2.5 Instruct and coder variants on BigCodeBench. HMI
highlighted in red denotes the highest HMI per row. HMI is reported only for model-benchmark pairs satisfying the

competence threshold in Section 3.1.1.

MBPP+ BigCodeBench
Model
Acc(Tori) (1) Sim(Trew) ) RADrew () HMI(])  Acc(Toi) (1) Sim(7rew) (1) RADww (1) HMI(])
Llama-3.1-8B-Instruct 0.5529 0.1486 0.0133 0.0020 0.3079 0.2132 0.4444 0.0947
Llama-3.1-70B-Instruct 0.6984 0.1518 0.0000 0.0000 0.4175 0.2404 0.3676 0.0884
Llama-4-Scout-17B-Instruct (16E) 0.6614 0.1446 0.0160 0.0023 0.4061 0.2343 0.3909 0.0916
Llama-4-Maverick-17B-Instruct (128E) 0.7751 0.2669 0.0307 0.0082 0.4860 0.2357 0.3953 0.0932

Table 4: HMI for Llama-3.1 and Llama-4 instruct series. HMI persists in harder tasks (BIGCODEBENCH), as

RAD;.y stays high even as Sim(7rey ) is comparable.

dation.

Prompt-source control. To separate semantic
changes from prompt-source effects, we addition-
ally ask the same LLM to reword each original
benchmark prompt while keeping the task seman-
tics, reference solution, function signature, and
unit tests unchanged. On MBPP+, semantics-
preserving rewording yields a mean RAD of
0.000, compared with 0.118 for semantic rewrites.
On BigCodeBench, among models satisfying our
original-task competence threshold, the corre-
sponding mean RAD values are 0.054 and 0.459,
respectively. Thus, prompt rewording alone pro-
duces substantially smaller degradation, suggesting
that prompt-source asymmetry or wording changes
are unlikely to be the primary explanation for the
observed performance drop. Full per-model results
are provided in Appendix D. This control does not
rule out distribution shift or more general failures
to adapt to modified task semantics.

5.2 HMI concentrates in specific logic-edit
types.

To better understand which semantic changes are
associated with higher HMI and rewrite brittleness,

we annotate each rewritten pair with a fine-grained
logic-change category, shown in Table 1. To avoid
unstable estimates, we exclude logic-change cat-
egories with fewer than 50 samples in a given
dataset. Detailed definitions can be found in Ap-
pendix . Table 2 and Table 3 show HMI by logic-
change type. On MBPP+ (Table 2), Constraint
Change and Data Transformation consistently ex-
hibit the highest per-type HMI across both Instruct
and Coder series, whereas Component Swap has
much smaller HMI and often approaches zero for
larger models. On BIGCODEBENCH (Table 3), all
five major types show substantial and relatively flat
HMI across scales, with Data Transformation,
Logic Reversal, and Workflow Modification fre-
quently attaining the highest per-type HMI.

5.3 Ablation Study

We perform ablation studies to test whether our
findings are robust across model families and alter-
native implementations of the similarity component
in HMI.

Across Llama families. We evaluate LLlama mod-
els in Table 4. The Llama-3.1 models show lower
HMI as scale increases, consistent with the Qwen-
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Figure 3: Scaling trends in HMI across Qwen-2.5 with different implementation choices.
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Figure 4: Scaling trends in HMI across Qwen-2.5 family with different weighting between AST-based and edit-based

similarity.

family trend. The Llama 4 variants’> show com-
parable HMI on both datasets. These results sug-
gest that the main scaling pattern is not specific to
the Qwen family, although the magnitude of HMI
varies across model families and architectures.

Varying similarity functions. Figure 3 evalu-
ates alternative similarity functions, including 1-
3-gram overlap, Jaccard similarity, MinHash, and
cosine similarity over code embeddings on both
MBPP+ and BIGCODEBENCH. HMI trends are
stable across these alternatives: Jaccard, MinHash,
and 1-3-gram variants closely track our original
HMI, while cosine-embedding similarity differs
more in absolute scale but preserves the relative
model trends. This indicates that our main con-
clusions are not an artifact of a single similarity
implementation.

The two Llama-4 variants we evaluate are MoE models
with similar per-token activated compute; their difference is
mainly capacity (number of experts) rather than dense com-
pute scaling.

Varying the weighting between AST-based and
edit-based similarity. Figure 4 evaluates differ-
ent weightings between AST and edit-distance-
based similarity. Across these settings, HMI un-
der our default 50/50 weighting is highly corre-
lated with HMI under alternative weightings. This
suggests that our findings are not sensitive to the
weighting of structural and edit-based similarity.

5.4 Impact of Fine-Tuning Strategies on HMI

SFT improves original-task accuracy but in-
creases HMI; PPO yields a better accuracy—
HMI trade-off. Figure 5 shows differences
across post-training strategies on Qwen-2.5-7B and
Qwen-2.5-Coder-7B on BIGCODEBENCH. SFT
consistently improves original-task accuracy. How-
ever, these gains are accompanied by substantial
increases in HMI. These trends indicate that, un-
der our semantic-rewriting diagnostic, SFT can
improve original-task accuracy while increasing
brittleness to rewritten semantics. Because SFT
is trained on the training split and HMI is eval-
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uated on held-out test tasks, this increase should
not be interpreted as memorization of the evalu-
ated task—solution pairs. Rather, it indicates in-
creased reliance on learned solution patterns or
reduced adaptation to rewritten semantics on held-
out tasks. In contrast, in our evaluated settings,
PPO maintains competitive original-task accuracy
while keeping HMI substantially lower than SFT.
Overall, PPO yields a more favorable accuracy—
HMI trade-off, keeping HMI near or below base
levels while still maintaining competitive original-
task accuracy. Table 5 further shows that later SFT
checkpoints can yield small additional accuracy
gains but disproportionately larger HMI increases,
suggesting that HMI can serve as a lightweight
checkpoint-selection diagnostic when validation
accuracy alone is insufficient.

Cross-family validation. To examine whether
the observed post-training pattern is specific to
Qwen-2.5, we additionally conduct the same
SFT/PPO comparison on Llama-3.1-8B using the
same data split, training protocol, and checkpoint-
selection criteria. The qualitative trend is consistent
with the Qwen results: SFT increases original-task
accuracy from 0.2588 to 0.2763 while increasing
HMI from 0.0717 to 0.1816, whereas PPO achieves
an original-task accuracy of 0.2675 with an HMI
of 0.0801. These results provide an additional
model-family case study supporting the observed
accuracy—HMI trade-off, while we restrict this con-
clusion to the evaluated models and training set-
tings. Full results are reported in Appendix E.

6 Conclusion and Future Work

In this paper, we study the behavioral failure
mode we operationalize as harmful memorization:

Model Stage (loss) Acc(Toi) (1) HMI
Early (0.324) 35.96% 0.1540

Qwen-2.5-7B  Best-Val (0.302) 37.72% 0.1733
Late (0.326) 39.47% 0.1795
Early (0.325) 35.96% 0.1537

Coder-7B Best-Val (0.292) 40.79% 0.1864
Late (0.318) 42.54% 0.2216

Table 5: Changes in original-task accuracy and HMI
during SFT training on BIGCODEBENCH. Accuracy
increases steadily from Early to Best-Val to Late, but
HMI grows more sharply

failure under high similarity after task semantics
change. We introduce code rewriting to construct
superficially similar but semantically different task
variants, and HMI to summarize whether models
fail while retaining similarity to the original solu-
tion. Across MBPP+ and BigCodeBench, we find
that HMI does not monotonically increase with
scale, concentrates in specific logic-edit types, and
changes substantially under post-training: in our
evaluated settings, SFT can increase HMI despite
improving original-task accuracy, while PPO yields
a better accuracy—HMI trade-off. For practical use,
HMI should be interpreted jointly with original-
task accuracy: high accuracy with low HMI in-
dicates both baseline competence and adaptation
to semantic rewrites, whereas high accuracy with
high HMI flags rewrite brittleness; low HMI with
low baseline accuracy is inconclusive. Future work
should extend this diagnostic beyond function-level
tasks to repository-level settings and multi-file se-
mantic changes.

7 Limitations

Our diagnostic focuses on standalone function-
level coding tasks and does not directly evalu-
ate repository-level software engineering settings
such as multi-file refactoring, long-horizon depen-
dency reasoning, or SWE-Bench-style issue reso-
lution. Our semantic rewrites are localized logic
changes, which support controlled attribution but
may not capture broader requirement changes in
real-world codebases. HMI is an operational be-
havioral diagnostic rather than direct evidence of
training-set memorization. HMI should also be
interpreted together with original-task accuracy:
low HMI does not necessarily imply strong cod-
ing ability when the model has low baseline ac-
curacy. Our prompt-rewording control provides
evidence against prompt-wording sensitivity or
prompt-source differences as the primary expla-



nation for the observed degradation, but it does
not eliminate alternative explanations such as dis-
tribution shift or a more general failure to adapt
to modified task semantics. Finally, our rewriting
pipeline uses an LLLM judge for dataset validation,
although candidate model scoring itself relies on
executable tests and deterministic similarity mea-
sures.

8 Acknowledgements

Use of AI Assistance We used GPT-5 for gener-
ating candidate rewritten tasks and for validating
prompt—solution consistency during dataset con-
struction. Candidate model evaluation does not
rely on GPT-5; it uses executable unit tests and
deterministic similarity metrics. We also used GPT-
5 for language polishing. All research ideas, ex-
perimental design, analysis, and conclusions were
developed and verified by the authors.

9 [Ethics Statement

Our code rewriting pipeline is guided by ethical
principles to ensure responsible outcomes.

(1) Data: Our dataset is constructed from the
MBPP+ and BIGCODEBENCH datasets. We aim
to exclude harmful or offensive content from the
rewritten datasets to mitigate potential risks.

(2) Responsible Usage and License: The use of
the code rewriting dataset is intended solely for
evaluating memorization in LLM code generation
tasks. We encourage the responsible use of these
datasets for educational and scientific purposes,
while strongly discouraging any harmful or mali-
cious activities.
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Appendix
A Prompts for Task Generation

We provide the full instruction prompts used to
generate code rewriting variant with GPT-5. The
system and user messages are shown as passed to
the APIL.

System Prompt

System: You are an experienced python programmer.
Your goal is to transforms a given ’coding task prompt’
into a new version. Follow the instructions carefully to
transform the prompt.

Code-Rewriting Evolution User Prompt
User:

Given a coding task description (#The Given Prompt#) and
< its canonical solution (#Code#),
perform the following steps:
1. Modify the canonical solution to create #New Code# by
< altering only **xONExx* core
logic or structure. Do not add additional 'if
< statements' to the code. Avoid
superficial changes like variable renaming. Ensure the
< modified code has different
semantics in a way that **xexpected difficulty
< equivalent to the original problemxxx.
Write a #New Entry Point# to the updated code. This
< function name must be very
similar or the same as the old entry point, and reflect
< the modified code's logic
changes if using #0ld Entry Point# could mislead the
< programmer on the
#Rewritten Prompt#.
2. Update #The Given Prompt# to create #Rewritten Prompt#.
< The new prompt must:"
- Match the original's *x*input signature*x* exactly,
< but the output
format could be different a little bit.
- Reflect the modified code's logic changes explicitly.

~
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N
Retain the original phrasing structure and ***avoid
< unnecessary rephrasingx
in a way that the #Rewritten Prompt# syntactically
< very similar
to the #The Given Prompt#.

3. If any mismatch arises between new code and new prompt,

< revise either one

(without adding more changes) so all constraints in
< Steps 1-2 are simultaneously
satisfied.

Format your response exactly as:

New Code:
[code]

Explanation:
[logic changes]

Rewritten Prompt:
[updated description]

0ld Entry Point:
[original function namel]

New Entry Point:
[updated function name]

A.1 LLM Judge

System Prompt

System: You are an expert code reviewer. Your task is to
evaluate whether an evolved coding task maintains appro-
priate quality standards in terms of prompt-code alignment
and difficulty equivalence.

Code-Rewriting Evolution LLM Judging

Prompt

User: Please evaluate the quality of this evolved coding
task by analyzing two key aspects:

**0riginal Task:*xx

Prompt: {original_prompt}
Code: {original_code}
*xEvolved Task:x*

Prompt: {rewritten_prompt}
Code: {rewritten_code}

*xEvaluation Criteria:*x
1. *xPrompt-Code Alignment**: Does the new prompt
< accurately describe what the new code
does?
- Are the input/output specifications consistent?
- Does the prompt clearly communicate the expected
< behavior?
- Are there any ambiguities or mismatches?

2. *x%Difficulty Equivalencex*: Is the evolved task of
< similar difficulty to the original?
- Does it require similar algorithmic thinking?
- Is the complexity level maintained (not significantly
< easier or harder)?
- Does it test similar programming concepts and skills?

**Response Format:*x
Provide your evaluation in the following format:

Alignment Score: [1-5, where 5 = perfect alignment, 1 =
< major misalignment]

Alignment Reasoning: [Brief explanation of why the prompt
< and code align or don't align]

Difficulty Score: [1-5, where 5 = equivalent difficulty, 3
< = acceptable variation, 1 =
significantly different]
Difficulty Reasoning: [Brief explanation of difficulty
< comparison]

Overall Recommendation: [ACCEPT/REJECT]
Overall Reasoning: [Brief summary of your decision]
Please be thorough but concise in your evaluation.

B Code Rewriting Ground Truth Solution
Validation

Additionally, we ensured the validity of test cases
for all rewritten tasks across both datasets, and val-
idate each rewritten solution by making it pass its
corresponding rewritten unit test. For MBPP+, we
reuse the official test case inputs and generate the
expected outputs using the rewritten ground-truth
solutions, ensuring direct comparability. For Big-
CodeBench, we adopt the procedure outlined in
(Zhuo et al., 2024), constructing test cases for each
rewritten task based on their guidelines to guaran-
tee consistency and correctness. We installed all
packages required by both dataset for assessing
function correctness.

C Human Validation of Rewritten Tasks

Table 6: Human validation of rewritten tasks.

Metric MBPP+ BigCodeBench
# Pairs 378 1140
Alignment score 4.95£0.26 4.81 £0.31
Difficulty equiv. score 4.89 £+ 0.39 4.73 £ 0.56
Easier / Similar / 5% 191% 4% 10% / 79% / 11%
Harder

First-pass acceptance 97.6% 94.9%

Annotators used the same criteria as the LLM
judge to rate prompt—solution alignment, difficulty
equivalence, and overall acceptance. Pairs receiv-
ing a majority rejection or no majority decision
were returned to the rewriting pipeline for regener-
ation and re-evaluation. Although exact difficulty
equality cannot be guaranteed for every individual
pair, the aggregate results provide no evidence of a
systematic shift toward harder rewritten tasks.

D Prompt-Rewording Control

LLMs can be sensitive to prompt wording, and
our semantic-rewriting pipeline generates rewrit-
ten prompts with an LLM. We therefore conduct
an additional control to examine whether the ob-
served performance degradation can be primarily
attributed to prompt rewording rather than to the
semantic changes introduced by our rewriting pro-
cedure.

For each original benchmark task, we ask the
same LLM to reword the original prompt while
preserving the task semantics, reference solution,
function signature, and unit tests. We denote these
semantics-preserving reworded tasks as Tpara. We



then compare model performance on three versions
of each task: the original benchmark task Ty,,
the semantics-altering rewritten task 7iey, and the
semantics-preserving reworded task Tpara-

For this control, we compute the relative accu-
racy drop analogously to Eq. 5:

Acc(Tpara)
ADpara = ] ——opa/
RADpara = max (0, Ace(Ton) ) (8)

If the degradation observed on 1}y, were mainly
caused by LLM-generated wording or prompt-
source differences, we would expect RAD a1, to
be comparable to RADyey .

Across the evaluated Qwen-2.5 Instruct models
(Table 7 and Table 8), semantics-preserving prompt
rewording causes substantially smaller degradation
than semantics-altering rewriting. On MBPP+, the
mean RAD ., is 0.000, compared with 0.118 for
RADyey. On BigCodeBench, among models satis-
fying our original-task competence threshold, the
corresponding mean RAD values are 0.054 and
0.459, respectively. These results suggest that
LLM-generated wording or prompt-source differ-
ences alone are unlikely to be the primary expla-
nation for the observed performance degradation.
However, this control does not rule out other expla-
nations, such as distribution shift or a more general
failure to adapt to modified task semantics.

E Additional Post-Training Results on
Llama-3.1-8B

To further examine the generality of the post-
training trends reported in Section 5.4, we repeat
the SFT and PPO experiments using Llama-3.1-
8B (Table 9). We use the same data split, training
protocol, and checkpoint-selection criteria as in the
corresponding Qwen experiments. SFT and PPO
are independently initialized from the same base
Llama-3.1-8B model.

The Llama-3.1-8B results reproduce the quali-
tative pattern observed for Qwen-2.5. SFT yields
the highest original-task accuracy but also substan-
tially increases both similarity and RAD, resulting
in a higher HMI. PPO improves original-task accu-
racy relative to the base model while keeping HMI
much closer to the base level. This additional exper-
iment suggests that the observed SFT/PPO contrast
is not unique to the Qwen-2.5 models evaluated
in our main experiments. However, these results
remain limited to the model families, datasets, and
training configurations considered in this study and

should not be interpreted as establishing a general
advantage of PPO over SFT.

F Training details regarding SFT/RL

F.1 Fine-Tuning Details

Framework and Compute. We adapted the
Verl framework for supervised fine-tuning (SFT)
and Proximal Policy Optimization (PPO), using its
PyTorch Fully Sharded Data Parallel (FSDP) back-
end Experiments ran on a single machine equipped
with four NVIDIA A100 GPUs, with each train-
ing or inference job using two GPUs (nnodes=1,
n_gpus_per_node=2). PPO rollouts used the VLLM
backend; optimization used AdamW.

Dataset and Prompting. Data followed Verl’s
standard format and was exported as a . parquet
file with a 4:1 train/test split. Each problem de-
scription served as the prompt; the corresponding
code solution was the target response.

The completed template we fed into the LLM
was:
instruction_prefix = "Please provide a

self-contained Python script that

solves the following problem in a
markdown code block:"

response_prefix = "Below is a Python
script with a self-contained
function that solves the problem and
passes corresponding tests:"”

prompt_chat = [
{"role": "user",
{instruction_prefix}

"content”: f"""\

{problem.strip()?}

”””}?
{"role":
"\
{response_prefix}
T python
"y
]

"assistant”, "content”: f""

The problem is the description origi-
nally from the dataset, and we called the
tokenizer.apply_chat_template to the
prompt_chat to get the model response.

F.1.1 Supervised Fine-Tuning (SFT)

Default learning rate was 1 x 10~ for 20 epochs,
with manual adjustments between 5 x 10~% and
1 x 107® depending on model performance. We
set max_prompt_length to 1024, batch size to
64, and micro_batch_size_per_gpu to 8. The
selected checkpoint (named model_name-SFT)



Model Accori AccCrew Accpara RADyew RADpara

Qwen-2.5-0.5B-Instruct 0.4021 0.2937 0.4180 0.2697 0.0000
Qwen-2.5-1.5B-Instruct 0.5767 0.4550 0.5952 0.2110 0.0000
Qwen-2.5-3B-Instruct 0.6243 0.5608 0.6323 0.1017 0.0000
Qwen-2.5-7B-Instruct 0.6852 0.6270 0.6905 0.0849 0.0000
Qwen-2.5-14B-Instruct 0.7037 0.6746 0.7116 0.0414 0.0000
Qwen-2.5-32B-Instruct 0.7513 0.7725 0.7593 0.0000 0.0000
Avg. + Std. 0.624 £0.125 0.564 £0.170 0.634 £0.121 0.118 £0.103  0.000 £ 0.000

Table 7: Prompt-rewording control on MBPP+. T, changes task semantics, whereas T},,,, preserves the original
task semantics and only rewords the prompt.

Model Accori  AcCrew  AcCpara RADyew RADpara
Qwen-2.5-0.5B-Instruct  0.0947  0.0325 0.0956 N/A N/A
Qwen-2.5-1.5B-Instruct  0.2281  0.0956  0.2360 0.5808 0.0000
Qwen-2.5-3B-Instruct 0.3132  0.1649 0.2991 0.4734 0.0448
Qwen-2.5-7B-Instruct 0.3798  0.1965  0.3465 0.4827 0.0878
Qwen-2.5-14B-Instruct ~ 0.3895  0.2456 0.3658 0.3694 0.0608
Qwen-2.5-32B-Instruct ~ 0.4404  0.2702  0.4070 0.3865 0.0757
Avg. + Std. - - - 0.459 £ 0.076  0.054 + 0.031

Table 8: Prompt-rewording control on BigCodeBench. RAD values are reported only for models satisfying the
original-task competence threshold defined in Section 3.1.1. T, changes task semantics, whereas T7,,., preserves
the original task semantics and only rewords the prompt.

Model Accori Sim  RAD,ew HMI

Base  0.2588 0.1922 0.3729 0.0717 Table 11: Dataset summary
SFT  0.2763 0.4087 0.4444 0.1816
PPO  0.2675 0.2223 0.3604 0.0801

Aspect Details
Table 9: Post-training results on Llama-3.1-8B. SFT Format .parquet (Verl standard)
and PPO are independently initialized from the same Split 41 train:test

base model. Here, Sim denotes Sim (Treyw )- Input (prompt) Problem description

Target (response) Code solution

Prompt template ~ See quoted block above
Table 10: Compute and framework configuration

Item Setting
Framework Verl (PyTorch FSDP Table 12: SFT hyperparameters
backend)
Nodes / GPUs nnodes=1, Parameter Value
n_gpus_per_node=2
PPO rollout backend VLLM Epochs 20
Optimizer Adamw Learning rate Default 1 x 1075;
tuned 5 X
1076-1 x 10~°
max_prompt_length 1024
was the one immediately prior to observed overfit- Batch size 64
ting, allowing us to examine HMI before later-stage micro_batch_size_per_gpu 8
overfitting. save_freq after_each_epoch
Checkpoint selection Epoch imme-
Moreover, we choose the checkpoint at epoch diately prior to
20 (named model_name-SFT-overfit) as a late- overfitting

training checkpoint to examine how prolonged SFT
affects HMI.



Table 13: PPO setup and hyperparameters

Parameter Value
Architectures

identical
Epochs 20
Reward Binary (1 if all

tests pass; else 0)

max_prompt_length 1024
max_response_length 512

Learning rate (critic) 1x 1075
Learning rate (actor) 1x 1076

Batch size 64
micro_batch_size_per_gpu 8

save_freq 5

Checkpoint selection Highest reward

on validset

F.1.2 Proximal Policy Optimization (PPO)

Actor, critic, and reference models used identical
architectures over 20 epochs. The reward was
binary: 1 if the generated response passed all
test cases, else 0. We set max_prompt_length to
1024 and max_response_length to 512. Learn-
ing rates were 1 x 107° for the critic and 1 x
1079 for the actor. We used batch size 64
withmicro_batch_size_per_gpu 8§, selecting the
checkpoint with the highest validation reward
(named model_name-PPO) to get the best per-
formance.

G Evolved-Task Generation (GPT-5)
* API version: gpt-5-2025-08-07.
* Prompt template: shown in Appendix A.

e Parameters: temperature: default; top-p: de-
fault; max-tokens 1080.

* Post-processing: regex clean-up.

* Budget: the estimated cost for generating one
round of each evolution type (code rewriting,
mutation and paraphrase) for both MBPP+ and
BigCodeBench is approximately 450 USD.

H Stability of RAD and HMI under low
baseline accuracy

The Relative Accuracy Drop (RAD) measures the
fractional decrease in Pass@1 between the original
and rewritten task sets. Although this captures the

intended notion of rewriting-sensitivity, it becomes
unstable when the baseline accuracy Acc(7oyi) is
extremely low: even a small absolute change can

Actor/Critic/Reference inflate the relative ratio and consequently HMI (de-

fined as the product of similarity and RAD).

To ensure that RAD and HMI reflect meaningful
performance changes rather than numerical insta-
bility, we compute these metrics only when two
conditions hold.

(1) Sufficient number of correctly solved orig-
inal tasks. For a benchmark with N tasks and
baseline accuracy p = Acc(7ori), the model solves
k = Np tasks. We require

k> M =50,

which keeps the variance of the empirical Pass@ 1
sufficiently small under a binomial model. For in-
stance, MBPP+ (N = 378) requires p >= 13.2%,
resulting in a 95% confidence interval of roughly
+3-4 percentage points; BigCodeBench (N =
1,140) requires p >= 4.4% with an even tighter in-
terval. These uncertainties are far smaller than the
5-20 point drops typically observed in our memo-
rization analyses.

(2) A minimum competence threshold on base-
line accuracy. We additionally require

Ace(Tor) > 10%,

which prevents the denominator in RAD from be-
coming so small that modest absolute changes (e.g.,
a 5-point drop) produce disproportionally large rel-
ative decreases (e.g., > 50%).

Application of the threshold. When either con-
dition is violated, we still report Acc(7) and
Acc(Trew) for transparency, but we mark RAD and
HMI as “N/A (below competence threshold)” and
exclude them from cross-model comparisons. All
analyses and figures in the main paper adhere to
this stability rule.

These criteria reduce numerical artifacts caused
by very low baseline accuracy and make cross-
model comparisons of RAD and HMI more stable.

I Analysis by Logic Change Type

Logic change types. To better understand which
semantic edits are associated with greater rewrite
brittleness, we categorize each semantics-altering
rewrite into one of the following nine logic change

types:



Logic Change Type BigCodeBench # BigCodeBench % MBPP+# MBPP+ %

Total 1140 100.00% 378 100.00%
Component Swap 393 34.47% 52 13.76%
Data Transformation 385 33.77% 58 15.34%
Constraint Change 185 16.23% 86 22.75%
Logic Reversal 50 4.39% 68 17.99%
Workflow Modification 50 4.39% 10 2.65%
Constant Swap 37 3.25% 36 9.52%
Operation Order Swap 20 1.75% 12 3.17%
Operator Change 18 1.58% 36 9.52%
Other 2 0.18% 20 5.29%

Table 14: Code Rewriting logic change type statistics
for bigcodebench and mbppplus.

* Component Swap: Swapping a function, class,
or method while keeping the surrounding struc-
ture fixed (e.g., sum — max, np.std — np.var).

e Data Transformation: Transforming the
data before applying the main logic (e.g.,
np.log(data), data.T, data.pct_change(),
tokenization or normalization steps).

Constraint Change: Modifying rules, param-
eters, or logical conditions (e.g., loop stride in
range(..., 2), bounds in inequalities, regex
patterns, or SQL UNIQUE constraints).

* Logic Reversal: Inverting the deci-
sion or ranking logic (e.g., max — min,
sorted(...) — sorted(...,

reverse=True), swapping the roles of x
and y in comparisons).

* Operator Change: Swapping a single arithmetic
or logical operator (e.g., © — +, == — !=).

* Operation Order Swap: Reordering two or
more operations with the same components (e.g.,
applying blur then gray vs. gray then blur).

* Constant Swap: Changing hard-coded con-
stants or literal values (e.g., switching between
lowercase and UPPERCASE, or adjusting thresh-
olds).

* Workflow Modification: Structural changes to
the overall pipeline, such as inserting or remov-
ing processing stages (e.g., adding an extra z1ib
compression step or altering nested outputs).

* Other: Any semantics-altering edit that does not
clearly fall into the above categories.

Coverage across benchmarks. Table 14 reports
the distribution of logic change types across BIG-
CoDEBENCH and MBPP+. On BIGCODEBENCH,
the changes are dominated by Component Swap

(34.5%) and Data Transformation (33.8%), fol-
lowed by Constraint Change (16.2%), with the re-
maining types each accounting for less than 5% of
all instances. On MBPP+, the distribution is more
balanced: Constraint Change (22.8%), Logic Re-
versal (18.0%), Data Transformation (15.3%),
Component Swap (13.8%), and Constant/Opera-
tor Swap (9-10%) all contribute substantially. To
avoid unstable estimates, all per-type statistics in
this appendix exclude logic-change categories with
fewer than 50 samples in a given dataset.

Per-type RAD on MBPP+. Table 15 shows ac-
curacy on original tasks Acc(7q), rewritten tasks
Acc(Trew), and the resulting accuracy drop RAD
(all for semantics-altering rewrites, i.e., RADyew)
for four Qwen-2.5 variants on MBPP+. Several
patterns emerge:

¢ For both Instruct and Coder families, Constraint
Change exhibits the largest RAD at both 0.5B
and 14B, indicating that models are particularly
brittle when loop bounds, thresholds, or other
constraints are modified.

¢ Data Transformation also induces substantial
drops (25-35% at 0.5B; 7-14% at 14B), showing
the difficulty of tracking changes to data pre-
processing or representation.

* Component Swap has comparatively small
RAD and becomes almost benign at 14B, while
Logic Reversal transitions from a sizeable drop
at 0.5B to nearly no drop (or even slight improve-
ments) at 14B.

These results show that, on the simpler MBPP+
benchmark, rewrite brittleness is not uniform
across edit types: scaling primarily reduces vul-
nerability to Constraint Change and Data Trans-
formation, while simple component/logic swaps
become much easier for larger models to handle.

Per-type RAD on BigCodeBench. Table 16
reports the same statistics for BIGCODEBENCH.
Compared to MBPP+, all major logic-change
types now induce much larger drops:

* At 0.5B, Constraint Change, Data Transfor-
mation, Logic Reversal, and Workflow Mod-
ification all yield extremely high RAD (often
above 70% for Qwen-2.5-0.5B-Instruct), con-
firming that models struggle when rewrites mod-
ify global data flow or constraints on this more
challenging benchmark.



qwen-2.5-coder-0.5b-instruct qwen-2.5-coder-14b-instruct

Logic Change Type Total  Acc(Tor) (1) Acc(Tew) (1) RAD () Total Acc(Ter) (1)  Acc(Trew) (1) RAD ()
Component Swap 52 48.1% 44.2% 8.0% 52 75.0% 71.2% 5.1%
Constraint Change 86 46.5% 30.2% 35.0% 86 73.3% 54.7% 25.4%
Data Transformation 58 55.2% 41.4% 25.0% 58 72.4% 62.1% 14.3%
Logic Reversal 68 42.6% 35.3% 17.2% 68 72.1% 76.5% 0.0%
HMI (all nine types) - - - 0.0615 - - - 0.0313
qwen-2.5-0.5b-instruct qwen-2.5-14b-instruct
Component Swap 52 44.2% 40.4% 8.7% 52 75.0% 71.2% 5.1%
Constraint Change 86 39.5% 24.4% 38.2% 86 64.0% 48.8% 23.6%
Data Transformation 58 50.0% 32.8% 34.5% 58 70.7% 65.5% 7.3%
Logic Reversal 68 39.7% 26.5% 33.3% 68 72.1% 80.9% 0.0%
HMI (all nine types) - - - 0.0722 - - - 0.0113

Table 15: Comparison of logic change type performance between four Qwen-2.5 variants on MBPP+. We omit logic
change types with fewer than 50 samples to avoid statistical bias. RAD highlighted in red denotes the highest drop.

gwen-2.5-coder-0.5b-instruct gwen-2.5-coder-14b-instruct

Logic Change Type Total Acc(Tori) (1) Acc(Trew) (1) RAD ({) Total Acc(Ton) (1) Acc(Trew) (1) RAD ({)
Component Swap 393 13.5% 6.4% 52.8% 393 46.8% 293%  37.5%
Constraint Change 185 8.6% 49%  43.8% 185 50.8% 33.5%  34.0%
Data Transformation 385 10.6% 3.4% 68.3% 385 46.8% 26.8%  42.8%
Logic Reversal 50 8.0% 6.0% 25.0% 50 46.0% 34.0%  26.1%
Workflow Modification 50 10.0% 6.0% 40.0% 50 42.0% 24.0%  42.9%
HMI (all nine types) - - - 01778 - - - 0.1237
qwen-2.5-0.5b-instruct qwen-2.5-14b-instruct
Logic Change Type Total Acc(Tor) (1) Acc(Trew) (1) RAD (|) Total Acc(Ton) (1) Acc(Trew) (1) RAD ({)
Component Swap 393 12.0% 4.8%  59.6% 393 38.2% 26.7%  30.0%
Constraint Change 185 11.9% 27%  77.3% 185 40.5% 27.0%  33.3%
Data Transformation 385 8.3% 2.1% 75.0% 385 39.7% 21.8% 45.1%
Logic Reversal 50 8.0% 20%  75.0% 50 44.0% 28.0%  36.4%
Workflow Modification 50 8.0% 20%  75.0% 50 30.0% 18.0%  40.0%
HMI (all nine types) - - - 0.1740 - - - 0.0841

Table 16: Comparison of logic change type performance

between four Qwen-2.5 variants on BigCodeBench. We

omit logic change types with fewer than 50 samples to avoid statistical bias. RAD highlighted in red denotes the

highest drop.

Scaling to 14B substantially improves Acc( 7o),
but RAD remains high for Data Transformation,
Constraint Change, and Workflow Modification,
with per-type drops still in the 30-45% range.

Thus, even at larger scales, BIGCODEBENCH
exposes persistent brittleness when the rewrite
changes how data are transformed, rather than
merely swapping local components.

J Examples of Regressed Tasks

We randomly selected 5 tasks from each of MBPP+
and BigCodeBench that PASSED in original but
FAILED in code_rewriting from the evaluation re-
sults in Qwen2.5-Coder-32B-Instruct. For each
task, we provide

* Original task prompt and its canonical solu-
tion

* Code_rewriting task prompt and the rewritten
canonical solution

* Alignment and Difficulty analysis from GPT-
5 to investigate (1) if the rewritten prompt
aligns with its rewritten solution; (2) whether
the difficulty of rewritten task align with its
original version.

The following case studies illustrate regressions on
rewritten tasks judged to have comparable difficulty.
Together with the aggregate human-validation re-
sults in Appendix C, they provide evidence against
a systematic increase in task difficulty as the pri-
mary explanation for the observed degradation.



MBPP+, original, TASK 99

Write a function to convert the given
decimal number to its binary equivalent,
represented as a string with no leading
zeros.

assert decimal_to_binary(8) == '1000'

nnn

def decimal_to_binary(n):
return bin(n).replace("0b","")

Alignment & Difficulty Analysis from GPT-5

MBPP+, code_rewriting, TASK 99

Write a function to convert the given
decimal number to its binary equivalent,
represented as a string in reverse bit
order (least significant bit first).
assert decimal_to_binary_rev(8) == '0001'

def decimal_to_binar ev(n):
return bin(n)[2:]1[::-1]

Alignment: The prompt matches the code’s behavior: it asks for the binary string with bits reversed (LSB first), and bin(n)

[2:][ 1] does exactly that. Input/output types are consistent (int -
beh or. Minor optional clarifications (e.g., assume non-negative intege

alignment.

). The Kpec ple & 001' aligns with the

r).
rs; rev tring may begin with ‘0') don’t affect

Difficulty: Both versions rely on bin() and simple string operations (slice/remove pre vs. slice+reverse). They require

similar reasoning and have comparable comp

Figure 6: Example of Task-99 from MBPP+ generated from Qwen2.5-Coder-32B-Instruct that PASSED in original

but FAILED in code_rewriting.

MBPP+, original, TASK 224

Write a python function to count the number
of set bits (binary digits with value 1) in
a given number.

assert count_Set Bits(2) =

def count_Set Bits(n):
return bin(n)[2:].count('1")

Alignment & Difficulty Analysis from GPT-5

Alignment: The code counts 'O's in bin(n)[2:], which matches

(e.g., 2 -> '10' 1). The sample a
32-bit), but the prompt correctly narrows this by saying “w

“unset bi
rtion al Also, some cont define “unset b lative to a fixed width (e.
thout leading zeros.

MBPP+, code_rewriting, TASK 224

Write a python function to count the number
of unset bits (binary digits with value 0)
in a given number's binary representation
(without leading zeros).

assert count_Unset Bits(2) == 1

nnn

def count_Unset Bits(n):
return bin(n)[2:].count('0")

ithout leadin eros” for non-ne

Difficulty: Counting zeros instead of ones requires the same approach, complexity (0(k) over bit-length), and Python

knowledge (bin, count). It tests identical concepts

Figure 7: Example of Task-224 from MBPP+ generated from Qwen2.5-Coder-32B-Instruct that PASSED in original

but FAILED in code_rewriting.

th no added complexity.




MBPP+, original, TASK 284

Write a function that takes in a 1list and
element and checks whether all items in the
list are equal to the given element.

assert check_element(["green", "orange",
"black", "white"], 'blue')==False

nnn

def check_element(listl, element):
return all(v == element for v in listl)

Alignment & Difficulty Analysis from GPT-5

MBPP+, code_rewriting, TASK 284

Write a function that takes in a list and
element and checks whether all items in the
list are equal to the given element when
compared case-insensitively (after
converting both to lowercase strings).
assert check_element_ci(["green", "orange",
"black", "white"], 'blue')==False

TN

def check_element_ci(listl, element):
target = str(element).lower()
return all(str(v).lower() == target for v
in listl)

Alignment: The prompt explicitly states to compare “case-insensitively (after converting both to lowercase strings).” The
code converts both the target and each list item via str(...).lower() and uses all(...)—exactly matching the described
behavior. No ambiguity remains about non-string inputs because the prompt specifies conversion to strings.

Difficulty: Algorithmic structure is unchanged (a simple all check over a comprehension). The evolved version adds a minor
preprocessing step (str(...).lower()), which doesn’t meaningfully change complexity or required concepts

Figure 8: Example of Task-284 from MBPP+ generated from Qwen2.5-Coder-32B-Instruct that PASSED in original

but FAILED in code_rewriting.

MBPP+, original, TASK 767

Write a python function to count the number
of pairs whose sum is equal to ‘sum’. The
funtion gets as input a list of numbers and
the sum,

assert get_pairs_count([1,1,1,1],2) == 6

def get_pairs_count(arr, sum_):
cnt =0
for n in arr:
cnt += arr.count(sum_ - n)
if sum_ - n ==
cnt -= 1
return cnt / 2

Alignment & Difficulty Analysis from GPT-5

o0

MBPP+, code_rewriting, TASK 767
Write a python function to count the number
of ordered pairs (i, j) with i1 != j whose
sum is equal to ‘sum’. The funtion gets as
input a list of numbers and the sum,
assert get_pairs_count_ordered([1,1,1,1],2)
== 12
def get_pairs_count_ordered(arr, sum_):
cnt = 0
for n in arr:
cnt += arr.count(sum_ - n)
if sum_ - n == n:
cnt -=1
return cnt

Alignment: The evolved prompt explicitly asks for ordered pairs (i, j) with i # j summing to the target. The code counts, for
each element, the occurrences of its complement and subtracts one when the element equals its complement—precisely excluding
(i, 1). It does not divide by 2, so each (i, j) and (j, i) are both counted. The example assert
get_pairs_count_ordered([1,1,1,1],2) == 12 matches this behavior.

Difficulty: Both tasks use the same 0(n?) counting approach and require the same conceptual insight (complement counting and
handling self-pairs). The evolved task tests essentially the same skills and complexity.

Figure 9: Example of Task-767 from MBPP+ generated from Qwen2.5-Coder-32B-Instruct that PASSED in original
but FAILED in code_rewriting.




MBPP+, original, TASK 279

Write a function to find the nth decagonal
number .

assert is_num_decagonal(3) == 27

T

def is_num_decagonal(n):
return 4 x n x np - 3 *

MBPP+, code_rewriting, TASK 279

nnn

Write a function to find the nth
dodecagonal number.
assert is_num_dodecagonal(3)

nnn

def is_num_dodecagonal(n):
return 5 * n * n - 4 * n

Alignment & Difficulty Analysis from GPT-5

Alignment: The prompt (“find the nth dodecagonal number”) matches the code’s formula 5n"2 - 4n and the test

is_num_dodecagonal(3) == 33.

Difficulty: Computing dodecagonal vs. decagonal numbers uses the same polygonal-number template P_k(n)=\frac{(k-2)n"2-(k-4)n}
{2}. The evolved task requires the same level of formula application and implementation effort as the original.

Figure 10: Example of Task-279 from MBPP+ generated from Qwen2.5-Coder-32B-Instruct that PASSED in

original but FAILED in code_rewriting

BigCodeBench, original, TASK BigCodeBench/1134
Computes the MD5 hash of each file's content in the specified ‘source dir’,
prepends the hash along with a prefix to the original content, and writes the
modified content to new files in the “target_dir'. Existing files with the same
name in ‘target_dir' are overwritten.
The function should raise the exception for: FileNotFoundError if the source
directory does not exist.
The function should output with:

list: A list of paths to the newly created files in the 'target_dir, each
with the hash prepended.
You should write self-contained code starting with:

import os

import glob

import hashlib

def task_func(source dir, target dir, prefix='#Hash: '):

import os
import glob
import hashlib
def task_func(source_dir, target_dir, prefix='#Hash: '):
if not os.path.exists(source_dir):
raise FileNotFoundError(f"Source directory '{source_dir}' does not
exist.")
if not os.path.exists(target_dir):
os.makedirs(target_dir)
new_files = []
for file_path in glob.glob(os.path.join(source_dir, '*')):
with open(file_path, 'r') as infile:
content = infile.read()
hash_object = hashlib.md5(content.encode())
new_file_path = os.path.join(target_dir, os.path.basename(file_path))
with open(new_file_path, 'w') as outfile:
outfile.write(f"{prefix}{hash_object.hexdigest()}\n{content}")
new_files.append(new_file_path)
return new_files

Alignment & Difficulty Analysis from GPT-5

Alignment: The evolved prompt says to append the prefixed MD5 hash

BigCodeBench, code_rewriting, TASK BigCodeBench/1134
Computes the MD5 hash of each file's content in the specified ‘source_ dir’,
appends the hash along with a prefix to the original content, and writes the
modified content to new files in the “target _dir'. Existing files with the same
name in ‘target_dir' are overwritten.
The function should raise the exception for: FileNotFoundError if the source
directory does not exist.
The function should output with:

list: A list of paths to the newly created files in the “target_dir', each
with the hash appended.
You should write self-contained code starting with:

import os

import glob

import hashlib

def task_func(source dir, target dir, prefix='#Hash: '):

import os
import glob
import hashlib
def task_func(source_dir, target_dir, prefix='#Hash: '):
if not os.path.exists(source_dir):
raise FileNotFoundError(f"Source directory '{source_dir}' does not
exist.")
if not os.path.exists(target_dir):
os.makedirs(target_dir)
new_files = []
for file_path in glob.glob(os.path.join(source_dir, '*')):
with open(file_path, 'r') as infile:
content = infile.read()
hash_object = hashlib.md5(content.encode())
new_file_path = os.path.join(target_dir, os.path.basename(file_path))
with open(new_file_path, 'w') as outfile:
outfile.write(f"{content}\n{prefix}{hash_object.hexdigest()}")
new_files.append(new_file_path)
return new_files

to each file’s content and overwrite in target_dir; the code does exactly

that (outfile.write(f"{content}\n{prefix}{hash}")). It raises FileNotFoundError when source_dir is missing and returns a list of created paths
—both matching the prompt. Minor unstated behaviors (newline before hash, text-only reading/encoding, non-recursive glob, and not skipping
subdirectories explicitly) mirror the original and don’'t contradict the prompt

Difficulty: The change from “prepend” to “append” is a one-line modification with identical algorithmic steps (iterate files, read, hash,
write, overwrite, return list). Complexity and concepts tested (filesystem ops, hashing, string formatting, error handling) remain the same.

Figure 11: Example of Task-1134 from BigCodeBench generated from Qwen2.5-Coder-32B-Instruct that PASSED
in original but FAILED in code_rewriting.
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BigCodeBench, original, TASK BigCodeBench/16
Backup

origir

laced

FileNotFoundError: If the specified

are found, otherwise returns a

ith:

import os
import
import
backup r="'/path/to

import
import glob
import subprocess
def task_func(directory, backup_dir= ath/to/backup
if not os.path.exists(directory)
FileNotFoundError(f"Di ' not found.")
log_files glob.glob(os.path.join(directory,
if not log_file
return "No logs found to backup"
if not os.path.exists(backup_dir
os.makedirs(backup_dir)
backup_file = os.path.join(backup_dir, ‘logs_backup
subprocess.call(['tar f', backup_file] + log_files)
for fi 1 log_files:
os.remove(file)
urn backup_file

Alignment & Difficulty Analysis from GPT-5
Alignmen The evolved prompt cor
same I/0 contract, same e ption,

rsive matching ('**/*.
file deletion).

Difficulty: The change from flat
(path handling, obbing, subproc

Figure 12: Example of Task-16 from BigCodeBench generated from Qwen2.5-Coder-32B-Instruct that PASSED in

original but FAILED in code_rewriting.

BigCodeBench, code_rewriting, TASK BigCodeBench/16

directory.
The function shot the ptic : FileNotFoundError: If the spe
n .
1e function should output
tr: The path to K lo are found, oth ise returns

ting with:

import
import

import
import glob
import subprocess
def task_func(directory, backup_dir='/path/to kup
if not os.path.exists(directory)
raise FileNotFoundError(f"Di tory '{directory}' not found.")
log_files glob.glob(os.path.join(directory, '**', 'x '), recursive=Tru
if not log_file
return "No logs found to backup
if not os.path.exists(backup_di
os.makedirs(backup_dir)
backup_file = os.path.join(backup_dir, 'logs_backup.
subprocess.call(['tar', f', backup_file] + log_files)
for file in log_files:
os.remove(file)
urn backup_file

" files and matches the use of glob(...,

oric

True) is a minimal ension requiring the same concepts
complexity and required skills are effectively unchanged.




BigCodeBench, original, TASK BigCodeBench/330
Find the k largest numbers in a random-generated list
using heapq.
The function should output with

tuple: A tuple containing two lists:

list[int]: The randomly generated list of integers
with the specified length.

list[int]: The k largest numbers found using heapq.
You should write self-contained code starting with:

import heapq
import random
def task_func(list_length:5, k:int):

import heapq
import random
def task_func(list_length:5, k:int):
numbers = [random.randint(0, 100) for _ in
range(list_length)]
heapqg.heapify(numbers)
largest_numbers = heapqg.nlargest(k, numbers)
return numbers, largest_numbers

Alignment & Difficulty Analysis from GPT-5

Alignment: The code correctly uses heapq.nsmallest to return the k smallest numbers and returns a tuple of two lists as specified.

with the required boilerplate

BigCodeBench, code_rewriting, TASK BigCodeBench/330
Find the k smallest numbers in a random-generated list
using heapq.
The function should output with

tuple: A tuple containing two lists:

list[int]: The randomly generated list of integers
length.
k smallest numbers found using

with the specified
list[int]: The

heapq.

You should write self-contained code starting with:

import heapq
import random
def task_func(list_length:5, k:int):

import heapq
import random
def task_func(list_length:5, k:int):
numbers = [random.randint(0, 100) for
range(list_length)]
heapq.heapify(numbers)
largest_numbers = heapq.nsmallest(k, numbers)
return numbers, largest_numbers

It starts

Difficulty: Finding k smallest vs. k largest with heapq is symmetric and requires the same concepts and complexity (both effectively 0(n log

k)). The algorithmic thinking and library usage are equivalent.

Figure 13: Example of Task-330 fr
in original but FAILED in code_rewriting.

X J
BigCodeBench, original, TASK BigCodeBench/59

Create a word cloud from the text of a Wikipedia page.
The function should output with:
matplotlib.axes.Axes: The Axes object of the plotted data. Is None if there is
no wikipedia page with the title given as input.
You should write self-contained code starting with:

import wikipedia

from wordcloud import WordCloud
import matplotlib.pyplot as plt
def task_func(page_title):

import wikipedia
from wordcloud import WordCloud
import matplotlib.pyplot as plt
def task_func(page_title):
try:
text = wikipedia.page(page_title).content
except Exception as e:
print(f"An error occured: {e}")
return None
wordcloud = WordCloud().generate(text)
plt.figure(figsize=(10, 5))
plt.imshow(wordcloud, interpolation='bilinear')
plt.axis('off")
ax = plt.gca()
return ax

m BigCodeBench generated from Qwen2.5-Coder-32B-Instruct that PASSED

X J
BigCodeBench, code_rewriting, TASK BigCodeBench/59

Create a word cloud from the summary text of a Wikipedia page
The function should output with:
matplotlib.axes.Axes: The Axes object of the plotted data. Is None if there is
no wikipedia page with the title given as input.
You should write self-contained code starting with:

import wikipedia

from wordcloud import WordCloud
import matplotlib.pyplot as plt
def task_func(page_title):

import wikipedia
from wordcloud import WordCloud
import matplotlib.pyplot as plt
def task_func(page_title):
try:
text = wikipedia.summary(page_title)
except Exception as e:
print(f"An error occured: {e}")
return None
wordcloud = WordCloud().generate(text)
plt.figure(figsize=(10, 5))
plt.imshow(wordcloud, interpolation='bilinear')
plt.axis('off")
ax = plt.gca()
return ax

Alignment & Difficulty Analysis from GPT-5

Alignment: The code matches the evolved prompt by using wikipedia.summary(page_title) and returns a matplotlib.axes.Axes after plotting the

word cloud. Input/output specs are followed, and the behavior is clear.

Difficulty: The change from full page content to summary does not alter the required concepts or complexity (same libraries, try/except,

generate/plot flow).

It's essentially equivalent in effort and algorithmic thinking.

Figure 14: Example of Task-59 from BigCodeBench generated from Qwen2.5-Coder-32B-Instruct that PASSED in

original but FAILED in code_rewriting.




BigCodeBench, original, TASK BigCodeBench/868 BigCodeBench, code_rewriting, TASK BigCodeBench/868
. The pattern co

f
d for

n_colors

nting the pattern. Each element

lors=4 ¢ | cific seed, the result could

from iter
from r.
'Blue', 'Yellow',

"Purpl

from itertools import cycle

from random import choice, seed
task_func(n_colors, colors=["

rng_seed=None):

om itertools import cycle
) random import choice, seed
task_func(n_colors, colors=["R , 'Green', 'Blue', '
rng_seed=None)

if rng_seed is not None
seed(rng_seed)

color_cycle = cycle(colors)

color_pattern = []

for 1 in range(n_colors):
color = choice(colors) if i
color_pattern.append(color)

return color_pattern

Yello
if rng_seed is not None:
seed(rng_seed)
color_cycle cycle(colors)
color_pattern = []

r = next(color_cycle) if e choice(colors)
color_pattern.append(color)
return color_pattern

Alignment & Diffi ty Analysis from GPT-5

Alignment: The p i y hes the vided, starts wit n color, then
from the first co . ample with
icit assumption (n mpty colors) mirror

choice, indi
(n_color

The evolved ta ton, and optional

ncepts—use of random. 0 rtools.cy , modulo-

the alternation orc first vs. cyc first) d not change the comp L or requi

Figure 15: Example of Task-868 from BigCodeBench generated from Qwen2.5-Coder-32B-Instruct that PASSED
in original but FAILED in code_rewriting.
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